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Abstract  

Real-time data engineering pipelines play a pivotal role in acquiring, processing, and analyzing streaming data to support 

intelligent decision-making systems. Taking a practical approach, this work examines real-time data pipelines within the Azure 

Databricks platform using PySpark. It presents a set of foundational concepts alongside a flexible implementation framework to 

guide the design of real-time data technology workloads. Empirical breadth and repeatability are demonstrated through 

educational data sources and case studies that showcase working applications of real-time technologies for monitoring and 
controlling business processes — including anomaly detection in streaming financial indicators and dynamic pricing strategies. 

Intelligent decision systems draw on theories and technologies from a range of disciplines, including Artificial Intelligence (AI), 

Machine Learning (ML), Data Mining, Decision Support Systems (DSS), and Operations Research (OR). Within the Digital 

Business and Technology domain, real-time data engineering pipelines address the acquisition, processing, and analysis of 

streaming data to enable data-driven decisions grounded in a company's current business environment. Notably, most intelligent 

decision systems emphasize the data-driven component of decision-making more than the decision engine itself. Building on this, 

the following discussion centers on a Digital Business and Technology use case for designing an intelligent decision system — 

integrating both data engineering and data science aspects of data-driven decision-making — and implementing a series of real-

time data technology workloads in Azure Databricks using PySpark. 

Keywords : Real-time data pipelines, Azure Databricks, PySpark, streaming, online feature store, micro-batching, anomaly 

detection, decision systems. 

1. Introduction 

The second half of this information-dense article provides insights into best practices and the Databricks implementation of 

intelligent management systems leveraging streaming data. A generic framework for real-time data engineering pipelines, 

supported by diverse case studies, forms the core of the discussion. These pipelines are vital for information systems that inform 

and support agile, intelligent decisions with readiness for implementation through software packages. 

Intelligent decision systems are key components of a large proportion of real-world business scenarios. These systems revolve 

around the principles of effect-driven decision acting on information that is as up-to-date as possible or strategic planning based 

on real-time forecasts. Forecasts, in turn, rely on data that is gathered during operations and processed in near real time. The 

information may then be published for fast use or incorporated into online feature stores. Online feature stores can be leveraged 

to reduce exploitation costs and detect anomalies in the processes. Azure Databricks provides the necessary environment for 

building the data pipelines and their supporting features. 
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Real-time data engineering pipelines feed information systems that inform and support agile, intelligent decisions. These are 

action-oriented, risk-hedging systems that require data ingestion and processing capabilities that work at sufficient speeds. 

Following these principles ensures that the information is as up to date as possible, thereby supporting a decision-oriented 

business model. Such systems are characteristic of dynamic pricing, inventory management, and demand forecasting 

applications. 

1.1. Background and Significance                                                                                                                                                                           

Data have become the most valuable asset of organizations in a rapid digital transformation era. The data explosion is being 

amplified by the Internet of Things (IoT), which is steadily increasing the velocity of data processing. Data engineering research 

and development have been mainly focused on batch pipelines, wherein data are ingested, processed, and made accessible for 

analysis in discrete time intervals. OLAP systems have been primarily employed for executive dashboards and historical analysis, 

yet many operational applications, such as dynamic pricing and inventory management, require continuous data flow and near 

real-time decision making. Intelligent decision systems (IDS) are being developed to automatically estimate future states and 

activate actions based on the predictions. 

1.2. Scope and objective                                                                                                                                                                              

Real-time data pipelines extract, transform, and deliver data for analytical workloads with strict time constraints. The concept 

forms the foundation for building intelligent decision systems, which provide current recommendations, detect anomalies, 

recalculate pricing based on supply and demand, and facilitate several other functions. Such systems require decision-making 

features; therefore, secondary data from streaming or micro-batched pipelines is passed to online feature stores for 

transformation, combination, and enrichment. Micro-batching on a Stream-Process-Stream architecture pattern further improves 

decision quality. 

Most theories and concepts are generalized and abstract. Nevertheless, concrete implementations on cloud platforms—especially 

Azure Databricks with its PySpark support for streaming and micro-batching—provide good empirical insights. Real-time 

anomaly detection in financial data illustrates the concept with a labeled dataset; the trading signal serves as a classification label. 

A second case study employs Airflow to change stock prices from a Public API based on purchase volume and remaining shelf 

life, enabling a micro-batch processing architecture and allowing for decision-making features to be added. 
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                                                                   Fig 1: Azure Data Engineering 

2. Foundations of Real-Time Data Engineering 

With the explosion of Internet-of-Things (IoT) devices and an ever-increasing demand for information systems that enable 

intelligent decisions, a growing number of data engineering pipelines work with streaming data. These systems produce and 

analyze information as it arrives, making it possible for organizations to learn about events, detect patterns, and make decisions in 

real time. Anomaly detection and forecasting for dynamic pricing or inventory management are some areas where timely data is 

critical for optimal performance. Real-time decision-oriented data logic carefully aligns the timing of data ingestion, processing, 

and consumption. 

Various definitions for streaming data exist, but the defining characteristic is that it arrives in small, incremental pieces and must 

be processed quickly. Streaming data engineering pipelines usually adopt an architecture pattern for data-driven systems, 

supporting key requirements for end users through real-time analytics. The focus here is on pipelines deployed on the Azure 

Databricks platform with PySpark. Though the details of individual production jobs differ, they all share a common design for 

real-time data ingestion and preprocessing, creation of features within an online feature store, and derivation of target variables. 

Systems that are designed with these reusable components can easily adapt to different applications and use cases. 

Equation 1: Micro-batch throughput equation 
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Let: 

 𝑁𝑡= number of records arriving in batch window 𝑡 

 Δ𝑡= batch duration in seconds  

 𝑅𝑡= throughput in records per second  

By definition, throughput is: 

𝑅𝑡 =
𝑁𝑡
Δ𝑡

 

 

Step-by-step derivation 

1. Rate always means: 

rate =
quantity

time
 

 

2. Here the quantity is the number of records processed in one micro-batch: 

quantity = 𝑁𝑡 
 

3. The time consumed by that batch window is: 

time = Δ𝑡 
 

4. Therefore: 

𝑅𝑡 =
𝑁𝑡
Δ𝑡

 

 

Interpretation 

If 24,000 events arrive in a 120-second window, then: 

𝑅𝑡 =
24000

120
= 200 records/sec 

2.1. Streaming data concepts                                                                                                                                                                   

Streaming data refers to continuous flows of data that, in contrast to static datasets, remain in-transit for only a short time. These 

data flows must be dealt with as soon as possible, before being lost. In principle, even highly dynamic datasets such as live 

video/audio or stock price quotes are real-time data. Most real-time data-processing tasks, however, deal with information that is 
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not necessarily live but is still relevant or time-sensitive. Such flows come from sensors that constantly emit telemetry data, such 

as log events or credit card transactions, or, more generally, events that are generated by an online information system or service. 

Data streams exist in an infinite space of possible values over a particular time period, but the vast majority of the values appear 

only once and for a very brief moment, such that there is essentially only one copy of each value in the entire stream. Thus, most 

operations on data streams can be performed on increasingly smaller subsets with a minimum of accuracy loss while the 

processing time shrinks. The required accuracy, or acceptable trading-off between accuracy and latency, is hence the most 

significant parameter of real-time data-processing tasks. Where resources allow, rapid computation over all possible data must be 

carried out. The resources required for streaming jobs are then generally estimated by benchmarking a best-effort procedure and 

dividing the resulting performance by the required accuracy. This benchmarking-and-scaling approach is especially effective, 

general, and inexpensive in cloud environments that provide on-demand instance provisioning. 

 

                                     Fig 2: Real-Time Streaming Data Pipeline with Azure 

2.2. Architecture patterns for real-time pipelines                                                                                                                             

Several architectural designs are widely discussed in the literature, with a few examples highlighted here. The simplest 

architecture is to push the online streaming data into an online storage location as fast as possible, perhaps into an object storage 

system or a transaction log. These raw data can then be read via batch processing or micro-batch processing from a fault-tolerant 

storage, fed into a feature extraction job, and stored into an online feature store at a lower frequency for serving prediction 

requests. 
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A typical use case for this architecture is a fraud or anomaly detection system in finance. Transactional data can be ingested raw 

into an object storage like AWS S3 or Azure ADLS and subsequently loaded into a dedicated database during non-peak hours for 

ad-hoc investigations by analysts. However, in this scenario, non-systemic anomalies must be detected in real time and must 

trigger immediate responses, so prediction models must be kept up-to-date. Raw streaming transactional data can be continuously 

fed into a model training job that runs periodically (e.g., every hour). The trained model is then redeployed into an online model 

store. Predicted results are looked up and read in batches from the model store into a rules engine or a cloud function that checks 

for results above a given threshold. When a rule triggers, a dedicated system (e.g., AWS SQS, Azure Service Bus) can be 

populated to initiate the countermeasures. 

A more sophisticated architecture collects a wide variety of data sources, such as traditional game-changer and risk factors from 

social media, traditional news, and non-traditional news and events, all in real time. From those, indicators of new rules 

(anomalies) can be generated and stored in a feature store to feed into prediction models in an automated cycle. Using these 

organizations, outside the infrastructure boundaries, a classified looped feedback of successes and failures can be kept and 

supervised by human entities to notionally improve score accuracy. 

Stage Description Tools/Technologies Purpose 

Data Ingestion Collect streaming data from sources Kafka, Event Hub, IoT Hub Capture real-time events 

Data Processing Transform & clean incoming data PySpark (Structured Streaming) Prepare usable data 

Feature Extraction Generate features in real-time Online Feature Store Improve ML predictions 

Storage Store processed data ADLS, Cosmos DB Enable retrieval & analysis 

Model Inference Apply ML models Databricks ML / PySpark Generate predictions 

Action/Decision Trigger alerts/actions Azure Functions, Rules Engine Intelligent decision-making 

                            Table 1: Real-Time Data Pipeline Framework 
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3. Azure Databricks and PySpark in Real-Time Workloads 

Azure Databricks provides an optimal cloud environment for running feature engineering and other data-preparation workloads 

on streaming data. The platform supports PySpark APIs for streaming data processing, enabling the construction of streaming 

data pipelines and processing of streaming data frames. Built-in checkpoints, multiple source connectors, and integrated 

monitoring tools streamline the implementation of real-time data pipelines. Using the fuzzy matching built-in, PySpark sets and 

manages matched columns automatically, simplifying the matching logic. 

Real-time data pipelines are tested, validated, and demonstrated on Azure Databricks using feature-extraction tasks for 

visualization, online feature stores, and general-inference workloads for intelligent decision systems. Two applications exemplify 

the abilities of real-time data pipelines: anomaly detection in financial datasets using a pseudo-cloud and intelligent pricing in a 

competitive e-commerce environment where competitors’ prices and inventory levels are scraped at regular intervals. 

3.1. Overview of Azure Databricks platform                                                                                                                                        

Azure Databricks provides an as-a-service platform for developing big-data applications with the open-source Apache Spark 

analytics engine. By integrating Microsoft Azure services, including clusters, resource management, data storage, security, and 

authentication, it simplifies the construction of Spark-based intelligence applications and devOps. Building on these capabilities, 

the platform natively supports real-time data pipelines, offers connectors for streaming data sources, implements PySpark APIs 

for streaming workloads, and provides a micro-batching mechanism. 

Azure Databricks supports quasi-real-time or near-real-time workloads by implementing Spark engines. Quasi-real-time data 

processing supports systems that can tolerate delays in data updates from minutes to hours, such as near-real-time stock-trading 

systems built on up-to-date but not strictly real-time stock data. Major Azure services, including Azure Data Lake Storage 

(ADLS), Cosmos DB, Event Hub, and Azure SQL Database, provide support for streaming data and are readily available to 

Azure Databricks users. 
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                                                      Fig 3: Overview of Azure Databricks 

3.2. PySpark APIs for streaming                                                                                                                                                               

This section presents PySpark APIs for creating real-time data engineering pipelines and implementing streaming preprocessing 

modules that run as continuously active jobs and services while ensuring robustness and fault tolerance, with a focus on Azure 

Databricks as a seamless integrated platform. 

PySpark provides two sets of APIs for processing streaming data. The lower-level APIs with the name `StreamXXX` allow 

defining operations on a single DStream abstraction, supporting all Spark operations. These direct operations make it possible to 

apply user-defined transformations in a streaming context. The higher-level APIs with the name `readStream` and `writeStream` 

operate on streaming data sources and sinks and are recommended for most users. Operations on a `DataFrame` or `Dataset` 

associated with a stream result in a stream that can be written to a sink and defines a new streaming query. These higher-level 

APIs support the same processing guarantees provided by Spark’s batch models. Internally, the higher-level operations translate 

the different stages of the query plan and query execution into sets of operations that are applied to each micro-batch. 

The APIs allow specifying options such as the `checkpointLocation` for fault tolerance, employing a streaming sink for 

continuous output, and choosing an output mode, e.g. `append`, `complete`, or `update`. A monitoring interface shows the current 

status of all active streaming queries and enables stopping them. 



 

9 | P a g e  
 

Equation 2: End-to-end latency equation 

Let: 

 𝑇ingest= ingestion time  

 𝑇proc= processing time  

 𝑇write= sink/write time  

 𝐿= total latency  

Then: 

𝐿 = 𝑇ingest + 𝑇proc + 𝑇write 

 

Step-by-step derivation 

1. End-to-end latency is total elapsed time from source arrival to sink availability.  

2. That total time is made of three serial stages:  

o ingest  

o transform/process  

o write/serve  

3. For serial stages, total time is the sum: 

𝐿 = 𝑇1 + 𝑇2 + 𝑇3 

 

4. Replacing the stages with pipeline terms: 

𝐿 = 𝑇ingest + 𝑇proc + 𝑇write 

 

Interpretation 

If ingestion takes 10 s, processing 85 s, and writing 5 s: 

𝐿 = 10 + 85 + 5 = 100 s 

 

4. Designing Intelligent Decision Systems with Real-Time Data 
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Two core requirements for deploying intelligent decision systems are data ingestion and preprocessing and feature extraction 

with an online feature store. Both of these operations must be executed in real time so that intelligent decision systems are 

simultaneously fed with the most recent data and the feature vectors necessary to make decisions. Moreover, in some 

applications, such as dynamic pricing and inventory optimization, feature engineering is not a simple task and requires human 

knowledge or advanced specialized techniques. Therefore, these feature extractors can play a key role, as they not only receive 

real-time input but also implement complex transformations. 

To ingest streaming data, Azure Databricks supports various sources and connectors, including many popular protocols and 

formats: Apache Kafka, Azure Event Hubs, Amazon Kinesis, TCP sockets, files, and others. These connectors allow ingesting 

incoming data from the cloud, external data lakes, or data published by third-party services, among others. Two types of 

ingestion jobs can be created: streaming jobs, which use continuous processing for low-latency ingestion and output of events, 

and near-real-time jobs that use micro-batching. In such jobs, incoming data is collected noncontiguously within controllable 

time windows where micro-batches are being processed. For processing latency, select a smaller window duration, and for 

throughput select a larger one. 

Azure Databricks provides a flexible and powerful ecosystem for ingesting streaming data from a wide range of sources and 

connectors, including platforms such as Apache Kafka, Azure Event Hubs, and Amazon Kinesis, along with TCP sockets and 

file-based inputs. These integrations enable organizations to capture real-time data from cloud systems, external data lakes, and 

third-party services efficiently. Azure Databricks supports two primary types of ingestion jobs: streaming jobs and near-real-time 

jobs. Streaming jobs rely on continuous processing to achieve low-latency data ingestion and immediate event output, making 

them suitable for real-time analytics use cases. In contrast, near-real-time jobs use a micro-batching approach, where incoming 

data is grouped into small, noncontiguous time windows for processing. This method provides flexibility in balancing 

performance, as smaller window durations reduce processing latency, while larger windows improve overall throughput. 

4.1. Data ingestion and preprocessing                                                                                                                                                                                               

The first two modules in every intelligent decision-making system involve the ingestion and initial encoding of available business 

context data from disparate sources and formats. The batch or near-real-time characteristics of these activities mean that the focus 

is not on processing speed but on resource use. Resource management becomes crucial for the third module, responsible for 

gathering and processing streams of business event data emitted from the context data reservoir, transaction systems, and 

connected devices as the events occur. The app-enabling infrastructure within Azure Databricks makes this micro-batching 

framework highly flexible. 

In the first case study, an event-based application to sense an alarm in a collection of financial time series classifies them as 

normal or not normal and emits Basic Attention Tokens as alerts. The application allows adapting placement and retention prices 

for a set of airplane tickets in the second case study, by monitoring ticket prices on specific routes and identifying periods of 

unusually high demand. 
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                                                    Fig 4: Guide To Real-time Data Ingestion 

4.2. Feature extraction and online feature stores                                                                                                                           

Intelligent decision systems based on event data often need additional information related to the data generated and ingested. In 

such scenarios, naive modeling may result in low-quality predictions. For instance, the same offline machine-learning model that 

predicts if a sensor will malfunction may not predict the same from two different sensors from the same environment with the 

same data. An intelligent way of solving this problem is to create features based on the timestamp, such as the hour of the day or 

day of the week, or to extract features with autocorrelation lag of N within the prediction time window. 

In real-time systems, these features should be computed in an online manner since the prediction is also real-time based. Multiple 

solutions are available to perform online computations of these features with different latencies supported, depending on the 

underlying requirement. One of the available solutions is to store the features in an online feature store for later retrieval in other 

streaming jobs. These online features are generally of three types: (1) Aggregator features, where the features are computed using 

aggregators like sum, average, min, max, count, first, last, and collecting list; (2) nearest-neighbor features that can be mapped to 

a machine-learning context to enrich the model with incoming data; and (3) modeling features that use ECS-like predictions as 

features. 
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Feature Batch Processing Streaming Processing 

Data Handling Large chunks Continuous flow 

Latency High Low 

Use Case Historical analysis Real-time decisions 

Processing Mode Periodic Continuous / micro-batch 

Example Reports, dashboards Fraud detection, pricing 

                Table 2: Streaming vs Batch Processing 

5. Implementation Framework on Azure Databricks 

The framework for building and deploying real-time data engineering pipelines on Azure Databricks embraces the platform's 

offerings, facilitating the rapid deployment of solid proofs of concept (PoCs). A complete animal shelter dataset is ingested 

through a low-code solution, enabling the demonstration of key streaming concepts via PySpark, followed by a simplified proof 

of real-time anomaly detection in time-series financial data with custom data sources and connectors. The third phase showcases 

an internal dynamic pricing model built with batch data along with a full-proof-of-concept Databricks Online Feature Store. 

Completion of these three steps provides a solid foundation on the platform that allows the author to showcase key aspects within 

a limited time frame while enabling a deeper exploration of their area of expertise. 

The concrete implementation focuses on data sources, connectors for custom streaming jobs, considerations for how data 

ingestion can benefit from micro-batching even in non-streaming workloads, and data engineering steps that are critical for 

decision systems but do not possess their own streaming aspect. The other critical pieces—anomaly detection in time-series data 

and dynamic pricing using Databricks Online Feature Store—connect to the appropriate sections. The main objective is the 

mapping of real-time data pipelines for intelligent decision systems, so the focus remains on establishing viable Azure Databricks 

implementations while adhering to these requirements. 

Equation 3: Rolling aggregate feature equation 



 

13 | P a g e  
 

A standard rolling average feature for a stream 𝑥𝑡over a window of size 𝑤is: 

𝑥̄𝑡 =
1

𝑤
∑ 𝑥𝑡−𝑖

𝑤−1

𝑖=0

 

 

Step-by-step derivation 

1. Suppose the latest 𝑤observations are: 

𝑥𝑡 , 𝑥𝑡−1, 𝑥𝑡−2, … , 𝑥𝑡−(𝑤−1) 

 

2. The sum of those observations is: 

∑ 𝑥𝑡−𝑖

𝑤−1

𝑖=0

 

 

3. The average equals total sum divided by number of terms: 

𝑥̄𝑡 =
∑ 𝑥𝑡−𝑖
𝑤−1
𝑖=0

𝑤
 

 

4. So the rolling mean feature is: 

𝑥̄𝑡 =
1

𝑤
∑ 𝑥𝑡−𝑖

𝑤−1

𝑖=0

 

 

Interpretation 

For 𝑤 = 4and values 9,11,13,15with current time 𝑡at 15: 

𝑥̄𝑡 =
15 + 13 + 11 + 9

4
=
48

4
= 12 

5.1. Data sources and connectors                                                                                                                                                        

Various data sources and connectors can be used to build real-time data engineering pipelines in Azure Databricks. The Streams 

and Files connector in Azure Databricks is helpful for ingesting streams of real-time data. Azure Databricks provides managed 

connectors for commonly used cloud storage to read and write from different cloud storage services for data lakes. Azure Blob 

Storage or Azure Data Lake Store connections can be used for data-lake type of storages. Low-latency data stores for 

transactions, like Azure Cosmos DB or updates from NoSQL stores, can be used for fast reads and writes with multiple design 
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considerations and benefits. Any other type of No-SQL stores or data sources that support streaming capabilities or can be polled 

for data and ingested to Azure Databricks are suitable. 

Kafka is a popular message-broker platform for real-time ingestion and dispatch of streaming data in many systems, hence 

Databricks provides Databricks Connectors for Kafka for integrations. The Kafka source can consume messages in a stream, 

whereas the Kafka sink can produce messages in a stream. The spark-kafka-0-8_2.11 and spark-sql-kafka-0-10_2.11 packages 

provide Kafka integration with Spark for consuming and producing data. For the purpose of package installation, the Spark 

Structured Streaming interface and the appropriate version of a Hadoop distribution supporting Amazon S3 can be used for 

creating streaming queries using Kafka connectors. 

Apache Kafka has become a widely adopted message-broker platform for handling real-time data ingestion and distribution 

across modern data systems. To support seamless integration with streaming workflows, Databricks offers Kafka connectors that 

enable both consuming and producing data streams. Specifically, Kafka can act as a source to ingest continuous streams of 

messages into Spark, and as a sink to publish processed data back into Kafka topics. Integration with Apache Spark is facilitated 

through packages such as spark-kafka-0-8_2.11 and spark-sql-kafka-0-10_2.11, which provide the necessary APIs for structured 

streaming operations. By leveraging Spark Structured Streaming along with a compatible Hadoop distribution that supports 

Amazon S3, users can build scalable, fault-tolerant streaming pipelines that efficiently process and store real-time data using 

Kafka connectors. 

 

                                                Fig 5: Data Sources to Data Lake and Databricks 
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5.2. Streaming jobs and micro-batching considerations                                                                                                                     

Several projects using public data sources employed real-time data engineering concepts on Azure Databricks. As a cloud-based 

platform, Azure Databricks offers built-in connectors to Azure Event Hub, Azure IoT Hub, Azure Blob Storage, and data lakes 

such as Azure Data Lake Storage Gen2. Real-time features in Azure Databricks also provide an option for micro-batching, where 

data latency is reduced by writing data in smaller data blocks. This feature is backed by Lambda architecture, supporting batch 

and streaming jobs with improved resource availability. For micro-batching, Sigma compute is added to run workloads at a lower 

cost than regular workloads. 

Using micro-batching, Azure Databricks jobs were created on public data sources in the area of anomaly detection, dynamic 

pricing, and inventory management. Streaming data sources push messages to Azure Event Hub in near real time. Windows-

based operations are performed in two-minute intervals.  

Architecture Type Description Example Use Case 

Raw Stream → Storage → Batch Store raw data, process later Data lakes 

Stream → Model → Rules Engine Real-time prediction & alerting Fraud detection 

Multi-source Streaming Combine social, news, IoT data Risk analysis 

Stream-Process-Stream Continuous pipeline loop Dynamic pricing 

              Table 3: Architecture Patterns for Real-Time Pipelines 

6. Case Studies and Empirical Demonstrations 

The previous section outlined an implementation framework for real-time data engineering pipelines on Azure Databricks. This 

section presents two empirical use cases of intelligent decision systems based on Azure Databricks. The first case addressed real-

time anomaly detection for financial data, and the second explored dynamic pricing and inventory optimization for the tourism 

industry. A financial transaction dataset with three labeled anomalies was used for the first study, and tourist booking requests for 

holidays in a popular destination over three years formed the second dataset. 

Real-Time Anomaly Detection in Financial Data 
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Detecting fraudulent credit card transactions is a time-critical task as fraudulent transactions usually have short persistence 

properties. The overall detection performance can be improved by minimizing the time required to take corrective actions. A 

labeled dataset produced by the European Credit Card Fraud Detection Challenge is used, containing one day of actual 

transactions from European credit cards marked as either legitimate or fraudulent. The analysis focuses on a four-hour period 

with three labeled anomalies. To mimic a real-time working environment, the evaluation matches the time-stamped transactions 

using a slowly-moving window. All processing steps, including data retrieval from Microsoft Azure Blob Storage, feature 

extraction, model inference, and anomaly tagging, are implemented as micro-batching streaming jobs with a three-minute batch 

interval. A fourth job is defined for computing the performance metrics, which runs every 30 seconds. 

Equation 4: Lag/autocorrelation feature equation 

The simplest lag feature is: 

𝑓𝑡
(𝑁)

= 𝑥𝑡−𝑁 

 

A common derived change feature is: 

Δ𝑁𝑥𝑡 = 𝑥𝑡 − 𝑥𝑡−𝑁 

 

Step-by-step derivation 

1. A lag-𝑁 feature means “use the value from 𝑁time steps ago.”  

2. If current value is 𝑥𝑡, then the lagged value is: 

𝑥𝑡−𝑁 

 

3. So define: 

𝑓𝑡
(𝑁)

= 𝑥𝑡−𝑁 

 

4. Often we want not just the lagged value, but how much the signal changed relative to that lag.  

5. Change = current minus previous: 

Δ𝑁𝑥𝑡 = 𝑥𝑡 − 𝑥𝑡−𝑁 

 

Interpretation 

If 𝑥𝑡 = 120and 𝑥𝑡−3 = 100, then: 

𝑓𝑡
(3)

= 100, Δ3𝑥𝑡 = 120 − 100 = 20 
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6.1. Real-time anomaly detection in financial data                                                                                                                      

The recent combination of the Shiny application framework with PySpark enables developers to create interactive applications 

and dashboards on Apache Spark clusters, either locally or on cloud providers. Shiny allows for live querying of Spark tables, 

offering filters, aggregators, and even graphical functions. To demonstrate the Azure integration, a simple financial dataset is 

published on a Databricks Delta table and made available through a Shiny app. Users can dynamically filter and visualize the 

data. A new Databricks integration extends this to a complete interactive application hosted in Azure, presenting a sample 

application for anomaly detection in time-series data. The service enables users to expose streaming queries for live dashboarding 

and reporting and verify detected anomalies against visual inspection. Multiple front ends can interact with the same streaming 

tables. 

Financial Time-Series data serves as the basis for testing. The dataset consists of time series over 7 financial indicators, sampled 

at 1–10 second intervals for more than 1 hour, containing 37706 rows. Five mini-series exhibit a tendency towards '0' while two 

follow a Brownian motion. Anomaly detection uses all 7 time series in parallel, adopting the statistical approach by Tsay and 

applying the AD_M test proposed by Bontemps et al. 

 

                                                      Fig 6: Real-time data anomaly detection and alerting 

6.2. Dynamic pricing and inventory optimization                                                                                                                                                                                                                                                                                                        

A streaming pipeline supports a second online business use case that combines time-series reinforcement learning for dynamic 

pricing and supplier order optimization on an e-commerce platform. A historical data feed continuously trains reinforcement 

learning agents with XGBoost. The agent for pricing recommends a new price per product-environment-geo-region pair every 

hour. The agent for inventory management decides whether and how much stock to order for all products in response to customer 
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demand in the next time period while considering the total inventory levels. When the pricing agent suggests a sale price lower 

than the production cost, the order-recommending agent refrains from ordering that product. The agents can overrule each other 

only on their respective decision variables. 

The pricing agent offers sales deals by reducing the sale price of a random product at each recommending step. To enable a fair 

evaluation, the agent uses a random policy when the price remains unchanged (i.e., it has not been decided as a sale price). When 

the pricing agent suggests a product sale price higher than its production cost, the performance of the dynamic-pricing-and-

inventory-management system improves, increasing the system-wide profit. The price-setting policy does not take into account 

the order-management agent’s recommendation, and hence the results are different from those obtained when both agents are 

jointly optimized. 

7. Evaluation and Best Practices 

Real-time data pipelines are playing an increasingly key role in different domains of industry and services. Nevertheless, despite 

heavy investments, these systems do not reach the expected levels of reliability and efficiency. The development and execution of 

an experimental benchmark composed of five real-time data pipelines enables the identification of best practices for the design 

and implementation of Azure Databricks data engineering streaming workloads, based on the PySpark Streaming APIs. These 

pipelines address distinct integration challenges related to financial markets, e-commerce platforms, call-logging solutions, flood 

early-warning systems, and the automated decommissioning of unusual cloud resource usage. Several issues have emerged 

during the implementation and monitoring of these pipelines. 

The findings point to potential optimizations of streaming jobs and resource allocation, the benefits of combining serverless 

Azure Functions with data lake and data warehouse solutions, and the impact of appropriate connectors on the overall latency of 

the process. Real-time data pipelines are essential to move fresh data to intelligent decision systems. Real-time data pipelines are 

essential to move fresh data to intelligent decision systems. The execution of a benchmark of Azure Databricks data engineering 

streaming workloads using the PySpark Streaming APIs enables the identification of best practices for the design and 

implementation of these systems. 

Equation 5: Streaming anomaly score equation 

𝑧𝑡 =
𝑥𝑡 − 𝜇𝑡
𝜎𝑡

 

 

where: 

 𝜇𝑡= rolling mean  

 𝜎𝑡= rolling standard deviation  

An anomaly decision can then be written as: 

𝐴𝑡 = {
1, ∣ 𝑧𝑡 ∣> 𝜏
0, ∣ 𝑧𝑡 ∣≤ 𝜏
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Step-by-step derivation 

1. We need to compare current observation 𝑥𝑡to “normal” behavior.  

2. A standard measure of normal location is the rolling mean: 

𝜇𝑡 
 

3. Deviation from normal is: 

𝑥𝑡 − 𝜇𝑡 
 

4. But raw deviation depends on scale, so normalize by rolling standard deviation 𝜎𝑡: 

𝑧𝑡 =
𝑥𝑡 − 𝜇𝑡
𝜎𝑡

 

 

5. If the absolute standardized deviation exceeds threshold 𝜏, label as anomaly: 

∣ 𝑧𝑡 ∣> 𝜏 

 

6. Hence the binary anomaly rule: 

𝐴𝑡 = {
1, ∣ 𝑧𝑡 ∣> 𝜏
0, ∣ 𝑧𝑡 ∣≤ 𝜏

 

 

Interpretation 

If 𝑥𝑡 = 145, 𝜇𝑡 = 100, 𝜎𝑡 = 10, then: 

𝑧𝑡 =
145 − 100

10
= 4.5 

 

If 𝜏 = 3, then 4.5 > 3, so: 

𝐴𝑡 = 1 

 

7.1. Benchmarking real-time pipelines                                                                                                                                                                       

Micro-batching is the most common approach in streaming systems, but it increases latency and may not be sufficient for 

extreme time-critical use cases where data are ingested in real-time and the result must be computed and served in real-time, as 
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for the TV doesn’t wait case. Furthermore, micro-batching is less efficient for low-throughput and/or low-latency workloads 

compared to native streaming processing (e.g. Firestore), and a mix of native streaming and micro-batching might achieve the 

best results. The standard benchmarking suite is Yahoo Streaming Benchmark, but it does not include detailed descriptions of the 

testbed or environment setup. 

For sensitive workloads, reliability and consistency take precedence over performance, such as in isolation levels among 

transactions. For Delta Engine and Auto Loader, the performance improvement for schema evolution during write or auto schema 

discovery can be measured against other formats such as Apache AVRO with Delta Sharing. The interaction behavior of clients 

with the system under a specific workload can also be studied by analyzing the number of requests received per second and per 

client. 

 

 

7.2. Performance tuning and resource optimization                                                                                                                                

The resource requirements and performance of multiple data engineering pipelines processing streaming data sources were 

benchmarked on Azure Databricks using the PySpark Structured Streaming APIs in micro-batch mode. Resource allocation 

estimates were generated by designing simulated end-to-end pipelines for the case studies using real data and query execution 

plans were captured to identify the most expensive features of the workloads. The results enabled the definition of best practices 

for tuning the performance and the resource utilization of streaming workloads implemented with PySpark. 



 

21 | P a g e  
 

Nine real-time data pipelines sharing a common architecture were created to process the New York City Taxi Trips dataset in 

three distinct ways. A first set of three pipelines ingested the original streaming source with original data integrity and without 

sampling; a second set leveraged cheating in the data and used validity masks to ignore cheating records; and a third set emulated 

a sampling stage in the data generation, ingesting only half of the original trips. These three groups of pipelines constituted a first 

set of experiments that operated in different data quality conditions; each experiment of the first set simulated three actual 

execution steps, and the total execution time was benchmarked. 

8. Conclusion 

Real-time data engineering pipelines support intelligent decision systems that, by construction and design, require up-to-date 

information for feature extraction, learning, and prediction. Real-time data pipelines based on streaming data technologies offer 

latest information for decision-making. This work studied aspects of real-time data engineering pipelines and provided a 

framework for practical implementations on Azure Databricks using PySpark. 

Real-time data engineering pipelines exploit streaming data technologies to process data in a timely manner and support 

intelligent decision systems that require up-to-date information. Real-time data engineering pipelines were positioned in the 

context of intelligent decision systems and aligned with the concepts of streaming data and the architecture patterns by which 

real-time data engineering pipelines are designed. With the practical objective of demonstrating how real-time data engineering 

pipelines can be implemented to support intelligent decision systems, the focus was narrowed to the Azure Databricks platform 

and to the PySpark library for Python that is natively integrated into the platform. Two empirical use cases involving real-time 

data engineering pipelines operating in Azure Databricks were presented as demonstrations of recent work undertaken and as a 

starting point for future developments. The real-time data engineering pipelines were realized using the infrastructure and data 

sources made available in the Azure cloud environment and were built as micro-batches using the data as triggers architectural 

pattern. Actual cyclic patterns in real-time financial data provided a basis for benchmarking and supported dedicated performance 

evaluation of an anomaly detection and alert system for real-time market data. 

8.1. Emerging Trends                                                                                                                                                                                       

The cloud-based Azure Databricks managed platform has emerged as a powerful tool for engineering data pipelines on micro-

batch and real-time data streams. The Azure ecosystem provides a complete data engineering and analytics suite to integrate, 

query, visualize, and collaborate with real-time analytics and downstream machine learning data pipelines. The PySpark API set 

completes the Azure setup for developing intelligent decision systems on data in motion—real-time data engineering and 

analytics pipelines. 

Two scripted applications demonstrate two typical decision-making areas of intelligent systems: real-time anomaly detection in 

transactional data and online pricing decisions in a cloud auto-scaling e-Commerce platform. Real-time streaming and online 

decision support data pipelines are key features knitted into the solution architecture using micro-batched Spark Streaming jobs 

for execution on Azure Databricks. Micro-batching input-stream sources and joining Connectors add custom constraints to keep 

resources on-demand and in control during execution. 

Two scripted applications illustrate key decision-making domains in modern intelligent systems: real-time anomaly detection in 

transactional data and dynamic pricing in a cloud-based, auto-scaling e-commerce environment. These applications rely on real-
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time streaming and online decision-support pipelines that are tightly integrated into the overall solution architecture. Leveraging 

micro-batched Spark Streaming jobs executed on Azure Databricks, the system ensures scalable and efficient processing of high-

velocity data streams. The use of micro-batching for input sources, combined with customized connector-based joins, introduces 

deliberate constraints that help maintain resource efficiency, enabling on-demand scalability while keeping execution controlled 

and cost-effective. 
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