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Abstract— This paper defines continuous trust intelligence
and situates it within the broader problem of identity-centric
threat detection. We argue that this capability is especially
relevant to hybrid, cloud-native enterprises, where identity
has become a primary — and often under-monitored —
attack surface. The paper outlines the scope of the work,
states its research questions, and previews its anticipated
contributions.

We offer provisional answers to the following questions:
What key challenges arise from the capabilities of cloud-
native services and applications? What properties must a
system satisfy to support identity-centric trust intelligence
and risk mitigation? And can trust itself be treated as a
legitimate, measurable point within the enterprise attack
surface?

Existing work on identity-centric risk avoidance is extensive,
yet it largely fails to provide continuous, real-time visibility
into identity-driven exposure within business-critical
systems. This gap raises a practical question that enterprise
architects and security officers routinely face: When is it safe
enough to consume partner, managed, and legacy identity-
aware systems and resources without an additional layer of
zero-trust controls? Answering this requires a clear, ongoing
assessment of how risky such usage actually is, paired with
additional identity-centric safeguards that function as a last
line of defense.

This matters because identity systems — generally assumed
to be secure — often constitute the largest identity-centric
attack surface in an organization, with both direct and indirect
effects. Unlike conventional attack surfaces, which are
typically measured and made visible through established
tooling, identity-based attack surfaces can expand unchecked
while remaining largely invisible, even when they involve
strategic, high-value, or continuously active systems and
connections.
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1. INTRODUCTION

Contemporary enterprise environments operate across
multicloud and on-premises infrastructures, including cloud
services, containers, and 10T devices. Adoption motives
frequently revolve around agility, flexibility, and
performance, but vigilance is often insufficient for achieving
CyberFirst principles. Consequently, cloud providers suffer
major security incidents at an alarming frequency. Attacks
target cloud-native applications, with Cloud Security Posture
Management  maintaining  full  visibility —of their
configurations and Event Detection and Response systems
collecting runtime telemetry. These telemetry signals feed
Threat Attack Simulation and Threat Deception capabilities
that encompass threat and risk modelling. However, teams
face communication challenges, incidents often remain
unsolved for long periods, and 40% occur during credential
compromise. Consensus suggests shifting the monitoring
focus from the infrastructure to the identities that access it.

Many organizations now embrace a risk-averse perspective
where identity is the new perimeter. Symbolic
representations of trust begin to reflect actors’ real behaviour
across all enterprise environment dimensions, allowing
individuals to make informed decisions. Indeed, distinct
actors behave according to their properties and roles, driven
by business objectives, and privileges should be assigned
accordingly. The selected approach assumes identity-related
threats supported by intelligence sources capable of feeding

l|Page



the entire detection life cycle. Identity-centric threat detection
need not solely target the cloud but rather any of the
enterprise risk exposure points. Its definition is essential to
supporting identities and the corresponding processes in
multicloud native scenarios.In  Computer Science and
Software Engineering, trustworthiness is the most relevant
term as it specifies a property of a system rather than a belief.

Mathematical Formulas:

. Risk and composite trust

Following the risk decomposition attributed to Thomas in
Section 2, exposure attaching to an identity is the product of
threat, vulnerability and impact:;

R=TxVxI(1)

The continuous trust score of identity i at time t is a convex
combination of normalised signal scores drawn from the
telemetry classes of Section 5:

CTS,(t) =2k Wk * Sk (t), Y wr =1, sk (t) S [O, 1](2)

. Temporal decay and evidential update

Trust established at a verification event is not durable; in an
ephemeral cloud-native environment it decays until
refreshed. For an identity in risk class r:

Ti(t) = Ti(t()) . exp[ —)\r (t - to) ], )\r > 0(3)

Evidence accumulated between verifications is absorbed
through a Beta—Bernoulli update, with a compliant
observations and b violations against prior (a, B):

E[Ti|a,b]=(at+a)/(a+p+atb)4)

Behavioural deviation for signal k is expressed as a
standardised departure from the baseline established
for the identity's peer group, mapped monotonically to
a trust contribution:
Zk = (xx - ) / o, sk =exp[-max(0, |z| -1)2/ 2 ](5)

. Adaptive access decision

The decision function is ternary rather than binary, which is
what distinguishes continuous assessment from discrete
authorisation:

a(t) = allow if CTSi(t) 2 6(c); step-up if 6_low < CTSi(t) <
B(c); deny otherwise(6)
The threshold is not fixed but context-adjusted by resource

sensitivity and corroborating context, clipped to the unit
interval:

B(c) = clip[ B, + y - Sens(r) - & - Cex(c), 0, 1](7)

. Latency, cost and drift

The architectural constraint of Section 4 is a budget on the
end-to-end decision path:
L total=L col+ L tx+ L inf+L enf<L budget(8)

The evaluation framework called for in Section 6 must weight
the two error types asymmetrically, since a false step-up and
a missed takeover are not equivalent losses:

C@®)=c FP-FPR(0) N b+c FN:-FNR(0) N m, 0*=
arg min, C(0)(9)

Concept drift in the signal distribution is monitored by a
population stability index over binned scores, with a review
triggered above a governance-defined level:

PSI = % (pi - q9) - In(pi / ¢)(10)

2. Theoretical Foundations of Trust
Intelligence

Trust has been defined in many ways. The Oxford English
Dictionary defines it as the "firm belief in the reliability,
truth, ability, or strength of someone or something", while
Merriam-Webster suggests "assured reliance on the
character, ability, strength, or truth of someone or
something”. In the context of intelligent trust, trust and
trustworthiness can be seen as a rationing mechanism for
critical resources—enabling an individual to efficiently direct
activities, be they physical or virtual, toward others who have
the capability or propensity to perform a certain action and
have proven that they can be trusted to do so for the past,
present, or future. Trust, whilst an analogy for security,
involves what an entity behaves like rather than how secure
it is. In the context of Cloud computing, trust determines the
strength of the relationship between the Cloud provider and
the Cloud user. The greater the trust, the stronger the
relationship.

Intelligent trust extends the regular meaning of trust; it
combines trust, assurance, security, and risk. Risk is the
expectation of loss and is a function of threat, vulnerability,
and impact, with Martyn Thomas proposing the following
equation to describe risk: R = T x V x . Assurance, on the
other hand, is a broad notion usually associated with
confidence on the part of a stakeholder that a service, product,
or system possesses certain qualities—or the degree of
assurance conferred by evidence.

TABLE I. NOTATION USED IN (1)—(10)

Symbo Meaning Domain /
I illustrative setting

CTSi(t) | Continuous trust score of [0, 1]
identity i

su(t), wi | Normalised score and | s, €[0,1]; Swy =1
weight of signal class k (Table I11)

A Trust decay constant for | 0.010-0.050 min™
risk class r (Fig. 1)

a, B, a, | Beta prior parameters; | o, >0;a,b €N

b compliant and violating
observations

Zi, T Standardised behavioural | 1 = 2 (peer-group
deviation; tolerance band baseline)

0(c), Context-adjusted  allow | 6, = 0.60; 6_low =

0_low | threshold; step-up floor 0.35

v, 8 Sensitivity and Y,620

corroborating-context
coefficients




L_budg | End-to-end decision 150 ms (Fig. 2)
et latency budget
c_FP, Unit cost of a false step- c FN>c FP
c FN up and of a missed
detection
PSI Population stability index > 0.25 triggers
over binned scores model review

3. Identity-Centric Threat Detection: Concepts
and Requirements

Identity-Centric  Threat  Detection:

Requirements

Concepts  and

Identity-centric threat models, together with attacker/persona
personas, outline a new perspective on threats, their sources,
related risks, and mitigations. In cloud-native and zero-trust
environments, a focused perimeter approach based on traffic
patterns is no longer viable. The detection process must
therefore embrace a broader and more comprehensive view,
where more actors than just the obvious attackers must
assume the role of adversaries. Any legitimate user can
potentially become an insider threat and should be able to
take advantage of his relationships, indisputably stronger
than any outsider, to conduct some form of malicious
activities. Multiple layers of systems should then raise alarms
when any behavior that deviates from the established base
threshold levels is detected, regardless of the persona that
initiates the action.

The continuous trust assessment process discussed in the
previous section seems to explicitly match such
requirements, provided that the defined monitoring scope
embraces the identification of risky or even suspicious
actions undertaken by valid users operating in an authorized
manner and violating compliance constraints defined by
baselines. Therefore, besides trust, a secondary focus on
identity-centric threat detection emerges, meaning that
identity-centric threat models, attacker/persona personas, the
trust lifecycle, authentication and authorization problems,
and compliance constraints must become in-scope elements
for any identity-centric threat detection activities applied to
cloud-native and zero-trust environments.

TABLE Il. IDENTITY-CENTRIC ATTACK SURFACES
MAPPED TO TELEMETRY AND TRUST

COMPONENTS
Attack Primary Trust Target
surface telemetry signal | componen | detectio
t affected n
window
Credential Authentication Authentica | Seconds
compromise | context, tion
impossible- assurance
travel, device
posture
Account Session Behaviour | Seconds
takeover behavioural al
biometrics, continuity
device
fingerprint drift

Insider Access-pattern Behaviour | Minutes
misuse deviation  from | al
peer-group continuity
baseline
Lateral Identity  graph | Provenanc | Seconds
movement traversal, token | e -
exchange minutes
sequences
MFA fatigue | Push-approval Authentica | Seconds
rate, denial-then- | tion
approval assurance
sequences
Workload / | Service-account | Provenanc | Seconds
non-human | call profile, | e
identity secret lifetime,
abuse mesh identity
Privilege Entitlement Authorisati | Seconds
escalation delta, break-glass | on
role assumption | complianc
e
Posture CSPM Environme | Minutes
regression configuration ntal —hours
change, policy- | assurance
as-code violation

4. Architectural Paradigms for Hybrid Cloud-
Native Environments

Architectural decisions fundamentally shape the design of
hybrid cloud-native enterprises. Centralized architectures
designed to monitor and enforce security policies across all
workloads can incur prohibitive latency during operation,
compromising the timeliness of identity-centric threat
detection. Fully distributed architectures, meanwhile, may
complicate the identification of anomalous risks. Examining
common factors that accelerate the adoption of cloud-native
patterns such as microservices, service mesh, and
Kubernetes, these architectural paradigms and constraints
assist in making informed and locally optimal deployment
choices.

Various considerations impact how trust-related decisions
can be made and enforced across cloud-native environments.
Localization of data collection or processing can optimize
latency, resource utilization, and privacy-preservation and
thereby make the task of modelling supported; approaches
must be resilient to incomplete or faulty data sources;
sensitive personal data stored in persistent databases,
transmitted across external networks for correlation, or kept
outside corporate control may breach data regulations; post-
hoc models must faithfully decouple the training from
deployment spaces, or otherwise amplify drift detection;
service-monitoring infrastructures must remain used by
remaining resources to ensure observability; and actors’
identities must federate across clouds to validate inter-tenant
communications.

TABLE IlI. ILLUSTRATIVE SIGNAL WEIGHTING
AND REFRESH SCHEME FOR (2)
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Fig. 1. Illustrative trust decay under (3) for three risk
classes, with the step-up trajectory of a privileged identity
re-verified whenever the score crosses 6 = 0.60. Synthetic;

parameters assumed, not measured.

6. Models and Methodologies for Trust

Inference

Signal class k | Weigh | Refresh Principal
t Wi interval governance
constraint
Authentication 0.25 | Per event | Retention of
context device identifiers
Behavioural /| 0.20 10-30s | Biometric data
session protection
biometrics regimes
Access-pattern 0.20 1-5min | Peer-group
deviation definition
fairness
Identity graph [ 0.15 1 min Cross-tenant
and provenance federation scope
Entitlement and | 0.12 On Segregation-of-
policy change | duties rules
compliance
Environmental / | 0.08 5-15 Cross-border
posture signals min telemetry
transfer
Total 1.00 — —

5. Data Sources and Signals for Continuous
Trust Assessment

Identity-centric threats manifest in diverse attack surfaces,
including credential compromise, identity theft, account
takeovers, internal threats, lateral movement, and
multifactored authentication fatigue. Addressing these
requires a comprehensive telemetry architecture that
generates and correlates signals reflecting security, privacy,
and policy violations, and can support a range of identity-
centric governance and control requirements, such as risk-
based access controls, zero-trust authentication, network or
data-mining user behaviors, and real-time detection of
abnormal behaviors. Signals must be obtained with minimal
latency and be amenable to continuous assessment, but
excessive generation or data deluge can contravene
compliance, governance, or data privacy constraints.

Realistic latency and accuracy thresholds are dictated by the
context of use, acceptance criteria, and expected trade-offs
among the risks of alert overload or missing real attacks.
Well-calibrated scores also contribute to operational trust; the
risks posed by the level of trust must be kept low relative to
the benefits. Users, applications, and services are unlikely to
use or react to trust signals that cannot be understood, so
efforts to make output meaningful, even simply through
adding textual descriptions, are important. Detecting
conceptual drift is crucial for environments with high
variance or volatile data distributions, e.g., in the context of
models for intrusion detection or malware classification.

A diverse arsenal of modeling and methodological
approaches support the attribution of trust to distributed
identities. Rule-based systems fit well within the declarative
nature of policy mechanisms. Parametric models express
probabilistic relationships and provide natural integration
points for different formalisms. Machine learning and Al
techniques excel at handling unstructured data and
differentiating complex concepts, albeit at the cost of
interpretability. Causal models expose the underlying drivers
of a phenomenon but demand costly data-collection efforts.
Commonsense reasoning lends an additional layer of
assurance to predictions. Methods from the decision sciences
allow for the explicit quantification of uncertainty and risk.

Pipelines for trust inference can span multiple methods
operating in sequence. The calibration of probabilistic
models and the adaptation of all models to the evolution of
identities, their capabilities, and the threat landscape merit
dedicated consideration. The assessment of model quality can
useholdout sets or dedicated benchmark datasets, but such
evaluations remain narrow in scope compared with the
myriad external threats or internal errors of an enterprise. A
comprehensive performance framework must capture the
different types and effects of false positives and negatives
encountered in a continuous-trust-assessment context. Such
considerations—including  vulnerability to adversarial
examples—extend naturally to the evaluation of ML/AI
models and demand particular scrutiny in other approaches as
well.
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Fig. 2. Illustrative decomposition of the decision-path
latency budget in (8) across the three architectural
paradigms of Table IV. Values are assumed for exposition
and are not benchmark measurements.

7. Conclusion

Continuous trust intelligence continuously assesses
confidence in trusted identities—human users, machines,
applications, and microservices. Discrete trust management
has become impractical in cloud-native enterprises. Threat
scenarios include insufficiently justified accesses, externally
visible identity or access management data, and diverging
login behavior. Cloud-native architectures rely on ephemeral
resources; low-latency detection of serious incidents, such as
identity theft, accounts under external control, failed
compromising, or unauthorized privilege escalation, is
essential.

Novel approaches for continuous trust assessment have
emerged, drawing on models and methods from statistical,
machine-learning, and knowledge-graph communities. Most
approaches cover only specific types of trust signal or only
specific aspects of trust management. Continuous trust
assessment for trusted identities—human users, machines,
applications, and microservices—and for actual trust
management remain unexplored. Such mapping is vital for
practical implementation, including the combination of
ground truth with detection systems or metrics for evaluation
and guided deployment. Real-time ability to recognize
counterproductive signals, while also meeting the demands of
policy-as-code, is essential.
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